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Abstract—Current Internet applications use a decade old
model to explicitly resolve domain names onto routing identi-
fiers through the Domain Name System (DNS). Service routing
postulates an in-band resolution approach, removing the need
for explicit discovery. Complemented with routing-based updates
of the required service name mappings to routing locators,
such an approach promises reduced latency. In this paper, we
explore the potential benefits of such an approach. We introduce
a taxonomy of communication patterns and key performance
indicators (KPIs) for selected use cases, and provide exemplifying
insights into the latency promises by combining modelling with
prototypical insights for a specific service routing realization
named Routing on Service Addresses (ROSA). Our results show,
for instance, the potential of lowered latencies, with page retrieval
times in web browsing reduced up to 60%.

Index Terms—Service Routing, DNS, Taxonomy, KPIs

I. INTRODUCTION

Traditional IP-based service delivery incurs high latencies
from explicitly resolving domain names, introduced by the
DNS+IP model, onto IP addresses by means of an explicit
DNS query via the (global) DNS system. Furthermore, updates
to DNS mapping records have been reported to be extremely
slow in practice, often taking hours or even longer to propagate
across the DNS infrastructure. This is a challenge for appli-
cation deployment models that make use of virtualization or
micro-service architectures as they require low latencies, and
therefore fast resolution of domain names, as such endpoints
may be instantiated in seconds or less to provide services.

Significant efforts have been invested in reducing latency
on the internet, such as moving hardware and services closer
to users by means virtualization in solutions such as edge
computing or content deliver networks (CDNs). Moreover,
browser and HTTP optimizations (e.g., pipelining, connection
multiplexing) are employed to further lower web page load
times. On the transport layer, higher initial TCP congestion
windows accelerate data transfers [1], while new transport
protocols e.g., QUIC [2] improve download times. At the
routing layer, proposals such as content-centric networking [3]
propose placing content in ubiquitous network locations, then
including content information in requests to avoid the latency
incurred by explicit DNS resolutions.
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Despite these efforts, latency remains a performance bottle-
neck for many applications. This latency is often accumulated,
for instance, in web browsing scenarios where downloading
several distinct objects from possibly different servers is
typical, leading to inflated overall latencies, as each object
may require separate resolution steps. High latencies not
only impact simple applications (e.g., web browsing) but also
complex cloud-based services, leading to poor user experience
and low reliability. This in turn leads to high user churn
and economically impacts CDN providers, with estimates of
revenue loss from Google and Microsoft in the range of
$75M [4].

In this paper, we investigate the benefits of adopting an in-
band resolution approach to reduce latency. We build upon the
idea of service-based routing (SBR) [5], where the requested
service is the focal point for the routing mechanism rather
than its location. We make use of the Routing on Service
Addresses (ROSA) [5] proposal, which utilizes an overlay
network with IPv6 extension header-based in-band processing
of initial resolution requests. Through this, a resolution request
of an object or service is piggybacked on the first IP packet
to find its way to one-of-many possible destinations that can
serve such a request. The responding destination is then chosen
as the suitable service instance location, with subsequent data
requests routed to that destination. This promises substantially
faster resolution times, and thus higher throughput rates than
current DNS systems can provide. To provide timely updates
between services and the mapping (i.e., routing) tables, routing
protocols are employed, thus utilizing typical convergence
times allowing e.g., load balancing.

Key to evaluating the benefits of such approach is a sys-
tematic view on its benefits along well formulated KPIs. We
summarize our contributions as follows:

* We develop a faxonomy of communication patterns used
in typical services that would benefit from in-band resolutions
and show how these patterns can be employed with KPIs to
evaluate benefits of service routing.

* We quantify the expected benefits, both analytically and
experimentally, using example use cases.

* Our results show reduced page retrieval times, up to
60% in web browsing, when in-band resolution is applied
to typical CDN-based deployments. We present insights for
file retrieval scenarios that show significant reductions to the
latency variance at high load, leading to better user experience
even under considerable service request load.
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II. PRIMER INTO IN-BAND SERVICE ROUTING

The DNS infrastructure is key to communicating with any
networked application service. Here, mapping service names
to IP addresses happens through explicit resolutions, incurring
latency for both the request and the response before data
communication can commence. When services are served via
CDNs, there may exist several destinations that can serve
the requested application or service, resulting in an anycast
semantic when requests are send to the service endpoints. To
enable load balancing and determine the best CDN-located
destination to serve the request, solutions such as Global
Server Load Balancing (GSLB) [6] were introduced, albeit
limited to a single CDN provider. However, as observed in [7],
updates to the mapping tables that occur across the DNS
infrastructure, e.g., caused by configurations, detected better
choices for a nearby service or one less loaded, take time to
propagate, thus limiting the dynamicity with which the choice
of service endpoints may change.

In-band service routing proposes to piggyback the ser-
vice resolution request (from requesting endpoint to routing
locator) onto the first IP packet towards the ‘best’ desti-
nation, where ‘best’ may follow service-specific constraints,
e.g., closest destination, minimum response time, etc. The IP
address of the responding destination is used by the requesting
endpoint, i.e., client, for any subsequent packets, leading to
direct communication between the two endpoints. Re-initiating
the service resolution request may lead to another destination
being chosen, thus supporting the deployment of service
endpoints in several network locations, e.g., for redundancy
or load balancing. This procedure mimics the workings of a
DNS-based system in that a resolution step is done after a
specific service has been requested, but with the benefit of
reduced completion time replacing the explicit resolution step
through a piggybacked in-band resolution.

Routing on Service Addresses (ROSA) [5] is one approach
to realize in-band resolutions, utilizing an overlay of Service
Address Routers (SARs) that process resolution requests ad-
dressed to it in order to suitably forward the IP packet towards
its final destination. For the piggybacking, IPv6 extension
headers (EH) [8] are used to store the client IP, requested
service ID, and the SAR IP [5]. The SAR then returns the IP
address of the chosen endpoint to the client via the overlay,
after which the client can directly communicate with the
chosen endpoint. Note that the SARs only replace the ‘local
DNS server’ functionality, all other communications such as
ARP, TCP carry on normally.

III. TAXONOMIZING SERVICE ROUTING

Network applications employ different communication pat-
terns and protocols, and thus require different evaluation
criteria of how effective such communication patterns and
protocols are. The differences stem from the variety of offered
services, the generated data workloads, and the communication
requirements, e.g., resource constrained IoT devices versus
multi-CPU, high-powered computing servers. However, there
are no standards of application communication patterns, and
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system engineers are required to choose the appropriate com-
munication protocol, while leveraging advances in routing and
transport protocol designs or even hardware. This is particu-
larly exacerbated when facing new communication protocols
such as those introduced in §II, and which KPIs to quantify
the benefits of doing so remains open.

Contrasting against an extensive body of prior work [9, 10,
11, 12], we develop a taxonomy of communication patterns
and KPIs tied to the subset of use cases that we believe
would benefit from an in-band resolution approach. Due to
this approach, existing communication protocols require slight
tweaking and the development of a taxonomy is thus neces-
sary. The taxonomy outlined here not only helps to deepen
the understanding of existing communication requirements
and patterns, but also serves as a starting point for future
application designs that utilize service routing in contrast to
the traditional DNS+IP model.

A. Communication patterns

Let us first taxonomize the communication patterns typi-
cally used in the development of applications that need to
operate over the internet, e.g., applications located in different
networks. Since communication is initiated by an endpoint
in a remote network, the communication pattern to be used
should take into account certain aspects, e.g., expected type
of workload, utilized hardware, etc, to ensure best service
performance as the data goes over the network.

Similar to prior work, we define the Request-Response
service invocation as the key dimension as it allows to imple-
ment patterns such as publish/subscribe or streaming, where
responses may either be a single message or a stream response.
The selection of the responding endpoint (referred to as service
instance) occurs by either unicast (one of many), bestcast
(selecting one of possibly many based on some expressed
policy, such as random selection, linear order routing or
utilizing an instance at the ingress of the service routing
overlay (see §II)), or multicast (selecting many of many).

Applying Request-Response to a typical web server use case
requires differentiation between client- and server-initiated
communication, because the response type changes based on
the initiating endpoint. For example, the response to server-
initiated communication may include dynamically created
content, e.g., as seen on social media websites, which differs
from a client requesting several, already existing web objects.
However, both instantiations make use of unicast and bestcast
invocation semantics. Methods for selecting one of possibly
many service instances may range from random selection over
some (partial) linear order policy, e.g., representing a delay-
or distance-centric selection, to an ingress-based selection.
For the latter, compute-aware mechanisms, such as proposed
in [13], may be used albeit assuming a static assignment for
compute units to the deployed service instances, similar to
methods in GSLB [6]. Equally, instance selection methods
may be applied for web-based chunk retrieval, although the
stream responses here return larger chunks of data. Prior work
has shown the benefits of adopting such compute-aware mech-
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anisms in AR/XR scenarios for smoother play-out through
improved latency variance for OTT chunk responses [13, 7].

The need to remove explicit DNS resolutions and adopt in-
band service routing is amplified when considering scenarios
that involve Internet of Things (IoT) devices. IoT devices
usually lack computing, memory, and energy resources [14],
thus having the IoT aggregator also act as a SAR in such
scenarios helps alleviate the complexity in device design.

Communication semantics in IoT scenarios may vary from
single destination requests to more complex multicast com-
munication across multiple network devices. For instance, a
device in an industrial network may update several controllers
at once. Applying linear order routing policies here may yield
interesting benefits if such policies are communicated along
with the data provided, e.g., in cases where physical devices
sense their environment and exchange data with other devices.
For instance, expressing a time-specific data selection policy
such as “Send me the latest data for x..” as an anycast
routing policy where the anycast group members consists of
those sensors possibly providing value z, allows for using the
convergence of the in-band service routing protocol to estab-
lish a relation with the sensor fulfilling the policy, avoiding
aggregator or polling approaches at the application level. Other
examples for such policies may be max/min of all values x or
latest update against a checkpoint c, expressed as a multi-
optimality problem but extended to anycast selection, and
implemented using a distance vector protocol.

Finally, we consider the Distributed Ledger Technologies
(DLTs) use case, a fundamental building block to realize
distributed consensus [15] in applications like cryptocurrencies
to distributed file storage systems. Here, information about
transactions is stored as immutable ledgers in all participating
network nodes. Key is a diffusion relationship between service
instances realizing the DLT services when diffusing to and
querying from ledgers, which can be expressed as a I-fo-
random M out of N multicast relation. Today’s systems real-
izing DLTs, such as Ethereum, realize this multicast semantic
through iterative unicast relations [16] that are implemented
entirely at the participating DLT peers.

B. KPIs

To complement our communication patterns, we outline the
KPIs that may be used to evaluate the benefits of in-band
service resolution. We focus on two key categories, namely
latency and efficiency.

1) Latency: We describe several metrics that can be used
to quantify the benefits of in-band service routing in terms of
time incurred by a transaction. Request completion time (RCT),
i.e., the time it takes for the transaction to be completed, is
one such metric where replacing the explicit resolutions with
an in-band approach is the key reduction factor. However,
we expect this reduction to diminish with longer transactions
or for scenarios that may utilize a client-local DNS cache
entry. Nevertheless, the latter depends on the frequency with
which the DNS cache is flushed as doing so regularly will
force renewed resolutions, and thus longer resolution times.
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In use cases such as web page retrieval, we express this
latency as a composite completion latency because it captures
the sum of the individual object RCTs, where each object’s
resolution may require steering to a service address (e.g., a
URL) when the objects are not co-located. Additionally, the
request completion time variance may be an important metric
to judge the stability of in-band resolutions, compared to, e.g.,
DNS-based resolutions.

Other metrics include time to readiness as the latency after
which a service instance is ready to service a request. This
allows us to evaluate how fast a service instance may serve
requests after becoming available, compared against the time
to propagate DNS changes. To evaluate the benefits of linear
order routing policies described in §III-A, we describe linear
order request completion time as the time taken to serve a
request based on some linear order across several possible
service instances, e.g., ‘give me the maximum value across
those available at N service instances’. Additionally, instance
selection latency describes the time to switch affinities between
service instances (in a stable system). We use this to evaluate
the impact of a renewed service instance selection, in contrast
to a cold start resolution in DNS. Likewise, we use instance
selection latency variance to measure the variability experi-
enced in switching affinities, which may be important for, e.g.,
transaction mobility when a client transfers from one service
instance to another mid-transaction. Such variance may also
serve as a latency threshold to determine if a ‘better’ service
instance than the one currently used is available to switch to.

2) Efficiency: Here, we describe metrics that capture as-
pects of performance and cost required for in-band service
routing. Linear order request efficiency compares the use
of linear order routing approaches against application-layer,
client, or aggregator polling, and is measured in terms of the
number of messages exchanged or costs for ephemeral stor-
age needed for aggregation. Service announcements overhead
captures the signalling overhead for announcing services in
the overlay, compared to the propagation of DNS updates in
today’s systems. We use service routing stretch to measure
the path stretch of the initial service request through the
overlay, exposing any penalties for piggybacking the resolution
request may have on the initial data packet. Finally, resolution
rate measures the number of requests per second that can be
resolved in an in-band service routing overlay, compared to
the aggregate DNS resolution rate of the same set of networks
across which the resolution overlay spans.

IV. EVALUATION

In this section, we use the communication patterns and KPIs
described in §III to quantify the benefits of in-band service
resolution for two use cases, web browsing and AR/XR chunk
retrieval. We focus only on latency KPIs for brevity, however,
this is sufficient for showing the aforementioned benefits.

A. Webpage retrieval

To better understand the benefits of in-band resolution for
web browsing, we use the basic Request-Response model to
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TABLE 1: Simulation Parameters, RTT based on [17]

Parameter  Value
C_DN S RTT 10 ms
CDN RTT 10 ms
Bandwidth (L) 100 Mbps
MTU 1500 Bytes

Main Page size 10 Kilobytes
Number of objects 72
Object size range  [100 Bytes - 1 Megabytes]

first give an overview of how web browsing generally occurs.
A user enters a URL into the search bar of a web browser,
initiating a lookup of the main page followed by the fetching of
any referenced objects. The main page and referenced objects
each require a DNS lookup if they are not co-located with
any previously resolved objects. The time it takes to fetch an
object is influenced by object size, location, etc.

To substantiate in-band resolution benefits, we focus on the
Request completion time (RCT) described in §III-B consider-
ing a scenario where all web objects are served via CDNs.
We analytically model the time to load the entire page as the
page transfer time (PTT), instead of the more common page
loading time (PLT) in order to focus our evaluation on the
transfer and not on the rendering of objects (which is largely
independent from the transfer of objects over the network).

In our model, we assume that objects may either be located
(1) in ROSA-adapted servers, thus being exposed via the in-
band resolution system (see §1I) and (ii) on CDN servers. We
further assume that a ROSA SAR is located at the ingress
of the CDN and the client only uses ROSA to request the
webpage objects, either leading to case (i) or (ii) above. We
denote the object location probabilities for (i) and (ii) above
as Pr and Po with Pr + Po = 1. For simplicity, we do not
model web pages that have zero embedded objects. We then
compare this access to webpage objects against a baseline,
termed Regular_CDN, of accessing all objects in the CDN
after a DNS resolution.

We denote the link speed as L and the RTT for receiving
packets from the CDN as C D Ngpr. Here, L is constrained by
the user’s access link and we assume the web traffic having
exclusive access to the link, thus not considering any cross
traffic, congestion, etc. Using insights from the QUIC 1-RTT
handshake [18], we model the retrieval of a single object
as object transfer time (OTT), made up of five constituent
packets, namely one each for QUIC/TLS handshake, object
request and object response as well as two acknowledgements
(ACK), to be transferred from the CDN via the access link with
constrained speed L, upper bounding the latency by assuming
packets are MTU (maximum transfer unit) bytes. Lastly,
we assume object sizes distributed with O(k), following one
of several possible distributions (e.g., long-tailed Pareto or
LogNormal), thus leading to A?I(jlf()] packets to be sent to the
client. Furthermore, we assume that for any DNS resolution
in case (ii) a latency of C_DN Sprpr. This leads us to the
following OTT equation, where the first row represents the
transmission over the user access link, the second row being
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the latency to deliver the packets over the client-CDN link, and
the last one considering the possible DNS latency for case (ii):

5 x MTU + O(k) O(k) CDNRgrr
OTT = 7 +(5+MTU)>< 5
+ Pc X C_DNSRTT
(L

From equation 1, we derive the sequential PTT (i.e., retriev-
ing one object at a time) in equation 2 and the concurrent PTT
(i.e., retrieving all objects in parallel after receiving the main
page) in equation 3. Here, we differentiate between retrieving
the main page M and then the main page’s referenced objects
Oy, 1...0(k). For this, we consider that objects not co-located
with other retrieved objects will require their own resolution
requests and model this aspect through a distribution of the
object uniqueness, defined as follows: For a web page j, the
object uniqueness u; is a uniformly distributed random vari-
able in the range [1 — 5], where larger values for u; represent
a large number of objects being unique, thus increasing the
impact of the discovery component in the PTT.

O(k)
S_PTT = OTT(M)+ | > OTT(O:) | u;  (2)
1=1

max

C_PTT = OTT(M) + <
1<i<O(k)

©r7(0) ) 1; B

We use the simulation parameters described in Tab. I to
evaluate the performance of our PTT model. We set the
number of referenced objects by a main page to 72 based
on the reported median object requests on desktops as of 01
June 2023 [19]. As described earlier, we use the Regular_CDN
configuration as our baseline with all objects located in a
standard CDN, while CDN_R refers to a CDN with a SAR lo-
cated at its ingress using in-band resolution instead. ROSA_M
and ROSA_O represent a scenario where the main page and
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all objects are located on ROSA servers (within the CDN),
respectively, thus discovered using in-band resolution.

Using the PTT model described in equation 3, we simulate
a web download with the results shown in Fig. 1a. Assuming
all objects are requested in parallel, the resulting PTT depends
on how long it takes to download the largest object. Note
that the object size shown on the x-axis is the maximum
size of the referenced objects, however, the resulting PTT
calculation takes into account the size of the Main Page given
in Tab. I. As expected, we observe that serving objects via
ROSA servers offers the most reduction in transfer time, nearly
70% compared to the Regular_CDN for small objects. For the
CDN_R scenario, we observe that a minimal implementation
of in-band resolutions through the ingress-located SAR offers
significant benefits for CDNs, about 50% reduction in transfer
time as shown by the CDN_R-M_CDN_R-O, even if none
of the objects are actually located on ROSA servers. Such
deployment enables a web accelerator scenario since the res-
olution requests for the CDN all have reduced discovery time
through the in-band resolution, piggybacked on already sent
data. Placing either main page only (ROSA_M configuration)
or even all objects (ROSA_O configuration) on ROSA-enabled
servers further improves on the PTT, as expected, down to
about 65% of the Regular_CDN values.

Prior work indicates that displaying useful parts of a web
page as fast as possible is key to user retention. Google rec-
ommends that a web page’s Largest Contentful Paint (LCP),
which measures the time to rendering the largest object [20],
to be at most 2.5 seconds. This shows the user that the
page is useful by showing content that is relevant for them
to decide on their browsing experience. Web page designers
usually follow the 14KB rule [21], which advocates web server
responses to fit within the TCP initial window. With the above
in mind, we calculate PTT improvement for small object sizes
(up to 14KB) for the aforementioned 3 domains of content
locations, and show the results in Fig. 1b. We observe about
75% reduction in transfer time for objects on ROSA servers
compared to the Regular CDN. This demonstrates that using
in-band resolutions can present significant improvements on
the 14KB rule sought by web developers.

We showcase the ability provided by in-band resolutions
to improve LCP in Fig. 3. We use the parameters described
in Tab. I but change the distribution of object sizes to [100
bytes - 150 Kilobytes]. This allows us to zoom in and show
how long it would take to serve a certain percentage of a
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web page based on object location. Additionally, we limit the
number of objects to 20 to match the experiment, where we
only serve 20 distinct objects to limit the load on the server.
As before, all objects are requested in parallel. We show the
cumulative time taken to serve a certain percentage of the
total web page, e.g., based on the largest object served, and
observe that more than 20% of the page can be delivered faster
than the recommended 2.5 seconds using ROSA. Even the
minimal CDN_R deployment provides a 1 second reduction in
serving about 40% of the page. We run a similar experiment
to request the objects using the sequential model described in
equation 2 and confirm that, regardless of the retrieval model,
the degree of improvement is similar in both instances. We
omit the results here for brevity.

To support our analytical results, we set up an experiment
in which a prototype forwards the in-band resolution requests
described in §II via eBPF [22], and use user space socket
libraries at both the client and server. We realize the topology
shown in Fig. 2 in a containerized virtual IO environment on
an 8-core i7 laptop. Server S hosts the distinct objects and we
obtain the various placements (in ROSA, CDN_R, or Regular
CDN) by simulating delayed responses to the client requests
according to the parameters in Tab. L.

Fig. 3b shows results for time to serve content, and we
observe a similar trend in the curve as in Fig. 3a. We note
a maximum performance improvement of about 2.6 between
serving objects from ROSA and the Regular CDN, although
there is a decrease in transfer time, compared to our simula-
tion, due to the higher back-end network capacity.

The results in Fig. 3 may motivate content delivery strate-
gies where web content providers devise page caching strate-
gies considering which relevant objects should be served from
the domain with the lowest loading time. For instance, caching
content based on how much loading time will be needed to
load 50, 70, or 90% of the web page. An e-commerce website
that yields revenue from serving as many Ads as possible may
devise a strategy that serves Ads before the rest of the web
page, i.e., by ensuring that the Ads are served as part of the
first 20% of the objects loaded.

While provider content placement strategies often seek to
minimize transportation cost and data storage, we posit that it
is equally important to consider web page content’s ‘relevance-
to-user’. Consider search engine results where the user can
immediately make a decision of whether to follow a certain
link or change the search parameters based on a subset of
information that is loaded first. Instead of waiting for all results
to load before deciding whether to click next or not, the web
page designer might want to serve the crucial information
first so that the user can decide whether the results about to
load are relevant to their search or not. This would save time
and network resources. We posit that the improvements seen
here through in-band resolution approaches improve on those
capabilities within the acceptable limits for latency.
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B. HTTP chunk (video) retrieval

Let us now consider the HTTP-based retrieval of data
chunks, e.g., for videos, which follows the same Request-
Response pattern as web browsing, where the request is repeat-
edly issued towards the same server albeit with changing file
components in the URIL. Although the resolution latency does
play a role, the key focus here lies on the ability to quickly
change the server endpoint with which a client may com-
municate, again we focus on Request completion time (RCT)
described in §III-B. We assume the chunks are replicated in
more than one network location and are retrieved following a
typical AR/VR inter-arrival time for chunk requests, similar
to the work in [7]. To highlight the benefits of the service
routing approach, we define two retrieval modes: The single
request affinity utilizes the stateless nature in that a content
chunk can be retrieved from any of the replica instances with
the transaction consisting of a single, e.g., HTTP request,
thus changing the replica with every transaction. In contrast,
infinite affinity emulates Layer 7 techniques where longer-term
decisions on replica selection are performed upfront (through
the explicit resolution), with the transaction lasting for the
duration of the service, thus not changing the choice of replica
from which data chunks are retrieved.

We use the experimental setup used in the last section, in-
cluding the topology in Fig. 2. Server S hosts five replica of the
same service and we signal transaction affinity by ‘resetting’
the service socket, thus reinitiating the in-band (piggybacked)
resolution, possibly assigning the request to another replica
as a result. We implement the mechanism in [13] for replica
assignment, and assign equal weights for compute capabilities,
resulting in round robin scheduling. Each replica serves a
request following a 20ms exponential distribution, while client
requests are generated through a uniform distribution within
an interval from 100 to 500ms. Here, we follow the rationale
in [7] to accommodate user interaction that may lead to short
retrieval intervals for new content in AR/VR scenarios. We run
evaluations for one minute at 90% and 100% system load, and
show both average service completion time and its variance in
Fig. 4 for both affinity modes.

We observe that the difference at 90% load (the overlapping
lines on the left) is minimal, however, the average completion
time for request level affinity (at 22ms) is slightly improved
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compared to infinite affinity (at 23ms average latency). At
100% load, we observe the deterioration of the infinite affinity
performance, with the request-level affinity average comple-
tion time identical to the 90% load performance curve. We
attribute this superior performance to being able to use any
of the five service instances, unlike the infinite affinity mode
which is linked to a single instance at the start of the service.

Load on the resolution system is an important insight.
While the number of generated client requests in our setup
is still small (up to 250 requests per second in single affinity
mode), scaling such scenario with the DNS could quickly
overwhelm it. For instance, decreasing the request handling
time to Sms would increase the number of requests at 100%
load to 1000 requests per second, which would additionally
increase if scaled across a number of deployed use cases. Thus
shortening the affinity, even down to a single request, becomes
problematic or entirely impossible for DNS-based systems.
The eBPF-aided lookup of service names in SARs in our setup
allows for lookup request handling rates of several hundreds
of thousands, thus being able handle shorter affinities. Further
gains may be obtained if the current SW-based approach is
improved through, e.g., network card support for eBPF or
native kernel integration of the forwarding operation.

Latency budget is another concern, particularly in AR/VR
scenarios. As shown in [23], even entry-level AR/VR services
require much lower motion-to-photon latency (around 20ms)
than we applied here, hence, the resolution latency is a
problem for short affinity requests using explicit discovery.
The range provided in [7] is between 15 to 45ms for CDN
DNS systems, thus, the 20ms delay budget may already be
exceeded, making short affinities impossible. We argue that the
insights from our AR/VR use case also generally transfer to
other use cases that employ the same communication pattern of
frequent file retrieval from possibly replicated endpoints. Since
this pattern is used in e.g., over-the-top video, SW downloads,
etc, as shown in §I1I, our insights could be transferred to more
than 82% of Internet traffic [24].

V. RELATED WORK

Prior work on reducing latency for efficiency and to improve
user QoE is extensive. Methods such as edge computing focus
on placing services closer to users while virtualization and
serverless computing remove the need for hosting services
on explicit server hardware. Caching (temporarily storing fre-
quently accessed closer to the user) and prefetching (resolving
domain names and putting content into the cache before users
click on the link [25]) also help in reducing latency. CDN
providers typically employ strategic content placement policies
where large objects are pushed to caches to reduce pressure
on the origin servers [26], based on observed delay [27] or
learning algorithms [28]. While this reduces latency, these
methods rely on the traditional DNS+IP model to resolve ser-
vice requests, thus still incurring the DNS resolution latency.
The benefits of replacing this reliance on the DNS with an in-
band resolution was introduced in [5] and initially investigated
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in [7], showing improved service request completion times; an
insight we verified experimentally in §IV.

Service routing builds on earlier work on Information-
Centric Networking (ICN) [3] in which routing is based on
information identifiers. Both works decouple data (services
in our case) from specific network locations of the hosts
realizing the service (or storing the data). ICN deployment has,
however, been minimal due to lack of “a clear incremental
deployment strategy” [29]. Service routing circumvents this
by relying on existing IP protocol capabilities, specifically
extension headers.

VI. CONCLUSION

In this paper, we investigated a method for reducing commu-
nication latency by piggybacking the service resolution request
in the initial data packet, instead of incurring the latency of
traditional DNS resolutions. We developed a taxonomy of
communication patterns and KPIs to provide exemplifying in-
sights into application performance. Across selected use cases,
we identify significant improvements, such as the reduction
of page retrieval times in web browsing of up to 60% and a
significant reduction in latency variance for smoother playout
experience in AR/XR scenarios. Future work will look at
testing the proposed PLT model with object size distributions
from longitudinal web studies such as in [10].
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